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Introduction

Time series data refers to observations on a variable that occur in a time

sequence. Mostly these observations are collected at equally spaced, discrete time

intervals.  When there is only one variable upon which observations are made then we

call them a single time series or more specifically a univariate time series.  A basic

assumption in any time series analysis/modeling is that some aspects of the past

pattern will continue to remain in the future.  Also under this set up, the time series

process is based on past values of the main variable but not on explanatory variables

which may affect the variable/ system.   So the system acts as a black box and we may

only be able to know about ‘what’ will happen rather than ‘why’ it happens.  So if time

series models are put to use, say, for instance, for forecasting purposes, then they are

especially applicable in the ‘short term’.  Here it is tacitly assumed that information

about the past is available in the form of numerical data. Ideally, at least 50

observations are necessary for developing Time Series modeling, as propounded by

Box and Jenkins who were pioneers in Time Series modeling.

Components of Time series

An important step in analyzing Time Series data is to consider the types of data

patterns, so that the models most appropriate to those patterns can be utilized. Four

types of time series components can be distinguished.   They are

(i) Horizontal  when data values fluctuate around a constant value

(ii) Trend  when there is long term increase or decrease in the data

(iii) Seasonal  when a series is influenced by seasonal factor and recurs on a

regular periodic basis
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(iv) Cyclical  when the data exhibit rises and falls that are not of a fixed period

Note that many data series include combinations of the preceding patterns. After

separating out the existing patterns in any time series data, the pattern that remains

unidentifiable form the ‘random’ or ‘error’ component.  Time plot (data plotted over time)

and seasonal plot (data plotted against individual seasons in which the data were

observed) help in visualizing these patterns while exploring the data. A crude yet

practical way of decomposing the original data (ignoring cyclical pattern) is to go for a

seasonal decomposition either by assuming an additive or multiplicative model viz.

Yt = Trend + Season + Error or Yt = Trend * Season * Error

where

Yt - Observed Time Series

If the magnitude of a Time Series varies with the level of the series then one has to go

for a multiplicative model else an additive model.  This decomposition may enable one

to study the Time Series components separately or will allow workers to de-trend or to

do seasonal adjustments if needed for further analysis.

Moving averages and exponential smoothing methods

Simple moving averages

A moving average is simply a numerical average of the last N data points.  There

are prior MA, centered MA etc. in the Time Series.  In general, the moving average at

time t, taken

over N periods, is given by

N

Y.......YY
M 1Nt1tt]1[

t
 





3

where Yt is the observed response at time t.  Another way of stating the above equation

is

Mt
[1] = Mt1

[1] + (YtYtN ) / N

At each successive time period the most recent observation is included and the farthest

observation is excluded for computing the average. Hence the name ‘moving’ averages.

Double moving averages

The simple moving average is intended for data of constant and no trend nature.

If the data have a linear or quadratic trend, the simple moving average will be

misleading.

In order to correct for the bias and develop an improved forecasting equation, the

double moving average can be calculated.  To calculate this, simply treat the moving

averages Mt
[1] over time as individual data points and obtain a moving average of these

averages.

Simple Exponential smoothing(SES)

Let the time series data be denoted by Y1, Y2,…,Yt.  Suppose we wish to forecast

the next value of our time series Yt+1 that is yet to be observed with forecast for Yt

denoted by Ft.  Then the forecast Ft+1 is based on weighting the most recent observation

Yt with a weight value  and weighting the most recent forecast Ft with a weight of (1-)

where  is a smoothing constant/ weight between 0 and 1 Thus the forecast for the

period t+1 is given by

 ttt1t FYFF  

Note that the choice of  has considerable impact on the forecast.  A large value of

(say 0.9) gives very little smoothing in the forecast, whereas a small value of (say

0.1) gives considerable smoothing.  Alternatively, one can choose  from a grid of

values (say =0.1,0.2,…,0.9) and choose the value that yields the smallest MSE value.
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If you expand the above model recursively then Ft+1 will come out to be a function

of , past yt values and F1.  So, having known values of  and past values of yt our point

of concern relates to initializing the value of F1.  One method of initialization is to use the

first observed value Y1 as the first forecast (F1=Y1) and then proceed.  Another

possibility would be to average the first four or five values in the data set and use this as

the initial forecast. However, because the weight attached to this user-defined F1 is

minimal, its effect on Ft+1 is negligible.

Double exponential smoothing (Holt)

This is to allow forecasting data with trends.  The forecast for Holt’s linear exponential

smoothing is found by having two more equations to SES model to deal with – one for

level and one for trend. The smoothing parameters (weights)  and  can be chosen

from a grid of values (say, each combination of =0.1,0.2,…,0.9 and =0.1,0.2,…,0.9)

and then select the combination of  and  which correspond to the lowest MSE.

Triple exponential smoothing (Winters)

This method is recommended when seasonality exists in the time series data.

This method is based on three smoothing equations – one for the level, one for trend,

and one for seasonality.  It is similar to Holt’s method, with one additional equation to

deal with seasonality.  In fact there are two different Winter’s methods depending on

whether seasonality is modeled in an additive or multiplicative way.

Stationarity of a Time Series

A Time Series is said to be stationary if its underlying generating process is

based on a constant mean and constant variance with its autocorrelation function (ACF)

essentially constant through time. Thus, if we consider different subsets of a realization

(time series ‘sample’) the different subsets will typically have means, variances and

autocorrelation functions that do not differ significantly.

A statistical test for stationarity is the most widely used Dickey Fuller test. To

carry out the test, estimate by OLS the regression model
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y't =  y t -1+b 1y’ t -2+…+ b p y’ t -p

where y't denotes the differenced series (yt -yt -1).  The number of terms in the

regression, p, is usually set to be about 3.  Then if  is nearly zero the original series yt

needs differencing.  And if  <0 then yt is already stationary.

Autocorrelation functions

Autocorrelation

Autocorrelation refers to the way the observations in a time series are related to

each other and is measured by the simple correlation between current observation (Yt)

and observation from p periods before the current one (Ytp ). That is for a given series

Yt, autocorrelation at lag p = correlation (Yt , Ytp ) and is given by

It ranges from 1 to +1.  Box and Jenkins has suggested that maximum number of

useful rp are roughly n/4 where n is the number of periods upon which information on yt

is available.

Partial autocorrelation

Partial autocorrelations are used to measure the degree of association between y t and

y t-p when the y-effects at other time lags 1,2 ,3,…,p-1 are removed. Note that usually

unto order 2 for p, d, or q is sufficient for developing a good model in practice.

Autocorrelation function(ACF) and partial autocorrelation
function(PACF)

Theoretical ACFs and PACFs (Autocorrelations versus lags) are available for the

various models chosen.  Thus compare the correlograms (plot of sample ACFs versus
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lags) with these theoretical ACF/PACFs, to find a reasonably good match and

tentatively select one or more ARIMA models.  The general characteristics of theoretical

ACFs and PACFs are as follows:- (here ‘spike’ represents the line at various lags in the

plot with length equal to magnitude of autocorrelations)

Model ACF PACF
AR Spikes decay

towards zero
Spikes cutoff to zero

MA Spikes cutoff to zero Spikes decay to zero
ARMA Spikes decay to zero Spikes decay to zero

Description of an ARIMA Model

ARIMA modeling

In general, an ARIMA model is characterized by the notation ARIMA (p,d,q)

Where p, d and q denote orders of auto-regression, integration (differencing) and

moving average respectively.  In ARIMA parlance, TS is a linear function of past actual

values and random shocks.  For instance, given a time series process {yt}, a first order

auto-regressive process is denoted by ARIMA (1,0,0) or simply AR(1) and is given by

y t =  +  1y t-1 +  t

and a first order moving average process is denoted by ARIMA (0,0,1) or simply MA(1)

and is given by

y t =  -  1  t-1 +  t

Alternatively, the model ultimately derived, may be a mixture of these processes and of

higher orders as well.  Thus a stationary ARMA (p, q) process is defined by the

equation

y t =  1y t-1+ 2y t-2+…+  p y t-p - 1  t-1- 2  t-2+…- q  t-q + t

where t’s are independently and normally distributed with zero mean and constant

variance  2 for t = 1,2,...n.  Note here that the values of p and q, in practice lie between

0 and 3.

Seasonal ARIMA modeling
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Identification of relevant models and inclusion of suitable seasonal variables are

necessary for seasonal modeling and their applications, say, forecasting production of

crops.  Seasonal forecasts of production of principal crops are of greater utility for

planners, administrators and researchers alike.  Agricultural seasons vary significantly

among the states of India.  For example, Rice is grown in three-seasons in some states

whereas in some states the crop is cultivated in two seasons. Forecasts of rice and

other seasonal crops’ production can be made by developing seasonal ARIMA models.

The Seasonal ARIMA  i.e. ARIMA (p,d,q) (P,D,Q)s model is defined by

 p (B) P (Bs)  ds
D y t =  Q (Bs)  q (B)  t

where

 p (B) = 1 - 1B-….-pB p,  q (B) = 1-1B-…-qBq

 P (Bs) = 1-1 Bs-…-P BsP ,  Q (Bs) = 1- 1 Bs-…-Q BsQ

B is the backshift operator (i.e. B y t= y t-1, B 2y t = y t-2 and so on), ’s’ the seasonal lag

and  ‘ t’ a sequence of independent normal error variables with mean 0 and variance

2. 's and 's are respectively the seasonal and non-seasonal autoregressive

parameters. 's and 's are respectively seasonal and non-seasonal moving average

parameters.   p and q are orders of non-seasonal autoregression and moving average

parameters respectively whereas P and Q are that of the seasonal  auto regression

and moving average parameters respectively. Also d and D denote non-seasonal and

seasonal differences respectively.

ARIMA model building

Identification

The foremost step in the process of modeling is to check for the stationarity of

the series, as the estimation procedures are available only for stationary series. There

are two kinds of stationarity, viz., stationarity in ‘mean’ and stationarity in ‘variance’. A

cursory look at the graph of the data and structure of autocorrelation and partial

correlation coefficients may provide clues for the presence of stationarity.  Another way

of checking for stationarity is to fit a first order autoregressive model for the raw data
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and test whether the coefficient   ‘1’ is less than one.  If the model is found to be non-

stationary, stationarity could be achieved mostly by differencing the series. Or go for a

Dickey Fuller test( see section 4). Stationarity in variance could be achieved by some

modes of transformation, say, log transformation.  This is applicable for both seasonal

and non-seasonal stationarity.

Thus, if ‘X t’ denotes the original series, the non-seasonal difference of first order is

Y t = X t – X t-1

followed by the seasonal differencing (if needed)

Z t = Yt – Y t—s = (X t – X t-1) – (X t-s - Xt-s-1)

The next step in the identification process is to find the initial values for the orders of

seasonal and non-seasonal parameters, p, q, and P, Q.  They could be obtained by

looking for significant autocorrelation and partial autocorrelation coefficients (see

section 5 (iii)).  Say, if second order auto correlation coefficient is significant, then an

AR (2), or MA (2) or ARMA (2) model could be tried to start with.  This is not a hard and

fast rule, as sample autocorrelation coefficients are poor estimates of population

autocorrelation coefficients. Still they can be used as initial values while the final models

are achieved after going through the stages repeatedly.

Estimation

At the identification stage one or more models are tentatively chosen that seem

to provide statistically adequate representations of the available data.  Then we attempt

to obtained precise estimates of parameters of the model by least squares as

advocated by Box and Jenkins.  Standard computer packages like SAS is available for

finding the estimates of relevant parameters using iterative procedures. The methods

of estimation are not discussed here for brevity.

Diagnostics

Different models can be obtained for various combinations of AR and MA individually

and collectively.  The best model is obtained with following diagnostics.
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Low Akaike Information Criteria (AIC)/ Bayesian Information Criteria (BIC)/
Schwarz-Bayesian Information Criteria (SBC).

AIC is given by AIC = (-2 log L + 2 m) where m=p+ q+ P+ Q and L is the likelihood

function.  Since -2 log L is approximately equal to {n (1+log 2π) + n log σ2} where σ2

is the model MSE, AIC can be written as AIC={n (1+log 2π) + n log σ2 + 2 m}and

because first term in this equation is a constant, it is usually omitted while comparing

between models.  As an alternative to AIC, sometimes SBC is also used which is

given by SBC = log σ2 + (m log n) /n.

Non-significance of auto correlations of residuals via Portmonteau tests (Q-
tests based on Chisquare statistics)-Box-Pierce or Ljung-Box texts

After tentative model has been fitted to the data, it is important to perform

diagnostic checks to test the adequacy of the model and, if need be, to suggest

potential improvements.  One way to accomplish this is through the analysis of

residuals. It has been found that it is effective to measure the overall adequacy of the

chosen model by examining a quantity Q known as Box-Pierce statistic (a function of

autocorrelations of residuals) whose approximate distribution is chi-square and is

computed as follows:

QQQ === nnn  rrr222 (((jjj)))

where summation extends from 1 to k with k as the maximum lag considered, n is the

number of observations in the series, r (j) is the estimated autocorrelation at lag j; k can

be any positive integer and is usually around 20.  Q follows Chi-square with (k-m1)

degrees of freedom where m1 is the number of parameters estimated in the model.  A

modified Q statistic is the Ljung-box statistic which is given by

QQQ === nnn(((nnn+++222)))  rrr222 (((jjj))) /// (((nnn jjj)))
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The Q Statistic is compared to critical values from chi-square distribution. If model is

correctly specified, residuals should be uncorrelated and Q should be small (the

probability value should be large). A significant value indicates that the chosen model

does not fit well.All these stages require considerable care and work and they

themselves are not exhaustive.

Artificial Neural Network Modelling and its Applications

Artificial neural networks (ANNs) have recently received a great deal of attention in

many fields of study, like engineering, medical science, and economics. Excitement

stems from the fact that these networks are attempts to model capabilities of human

brain which has approximately ten billion neurons acting in parallel. Neurons, basic

computational unit of brain, are highly interconnected, with a typical neuron being

connected to several thousand other neurons. As opposed to this, ANNs rarely have

more than a few hundred or a few thousand neurons. So, networks comparable to a

human brain in complexity are still far beyond the capability of the fastest, most highly

parallel computers in existence. An ANN is a set of simple computational units (also

called nodes) that are highly interconnected. ANNs have been used for a wide variety of

applications where statistical methods are traditionally employed. They have been used

in classification problems, such as identifying underwater sonar currents, recognizing

speech, and predicting heart problems in patients. In time-series applications, ANNs

have been used in predicting stock market performance. These are currently preferred

tool in predicting protein secondary structures. As statisticians or users of statistics,

these problems are normally solved through classical statistical methods, such as

discriminant analysis, logistic regression, Bayes analysis, multiple regression, and

ARIMA time-series models. It is, therefore, time to recognize ANN as a powerful tool for

data analysis. An excellent overview of various aspects of ANN is provided by Warner

and Misra (1996) and Cheng and Titterington (1994).

The general form of an ANN is a “black box” model of a type that is often used to

model high-dimensional, nonlinear data. However, most ANNs are used to solve

prediction problems for some system, as opposed to formal model-building or
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development of underlying knowledge of how the system works. For example, a

computer company might want to develop a procedure for automatically reading

handwriting and converting it to typescript. If the procedure can do this quickly and

accurately, the company may have little interest in the specific model used to do it.

Features of ANN

Major application of ANNs is in forecasting. In a review article, Zhang et al. (1998)

have thoroughly discussed state-of-art of this important area. Several distinguishing

features of ANNs make them valuable and attractive for a forecasting task. First, as

opposed to the traditional model-based methods, ANNs are data driven self-adaptive

methods in that there are few apriori assumptions about the models for problems under

study. They learn from examples and capture subtle functional relationships among the

data even if the underlying relationships are unknown or hard to describe. Thus ANNs

are well suited for problems whose solutions require knowledge that is difficult to specify

but for which enough data is available. In this sense, they can be treated as one of the

multivariate nonlinear nonparametric statistical methods. This modeling approach with

ability to learn from experience is very useful many practical problems since it is often

easier to have data than to have good theoretical guesses about underlying laws

governing the systems from which data are generated. The disadvantage with data-

driven approach is that underlying rules are not always evident and observations are

often masked by noise. It nevertheless provides a practical and, in some, situations,

only feasible way to solve real world problems.

Second, ANNs can generalize. After learning the data presented to them, ANNs can

often correctly infer the unseen part of a population even if data contains noisy

information. As forecasting is performed via prediction of future behaviour (unseen part)

from examples of past behaviour, it is an ideal application area for ANNs, at least in

principle.

Third, ANNs are universal functional approximators. It has been shown that an

ANN can approximate any continuous function to any desired degree of accuracy.

ANNs have more general and flexible functional forms than the traditional statistical
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methods can effectively deal with. Any forecasting model assumes that there exists an

underlying relationship between inputs and outputs. Frequently, traditional statistical

forecasting models have limitations in estimating this function due to complexity of the

real system. ANNs can be a good alternative method to identify this function.

Finally, ANNs are nonlinear. It is now well recognized that real world systems are by

and large nonlinear. During the last two decades or so, several nonlinear time-series

models, such as bilinear model, threshold autoregressive model, and autoregressive

conditional heteroscedastic model, have been developed. However, these nonlinear

models are still limited in that an explicit relationship for data series at hand has to be

hypothesized with little knowledge of underlying law. In fact, formulation of a nonlinear

model to a particular data set is a very difficult task since there are too many possible

nonlinear patterns and a prescribed nonlinear model may not be general enough to

capture all important features. ANN, which is a nonlinear data-driven approach, as

opposed to above model-based approach, is capable of performing nonlinear modelling

without apriori knowledge about relationships between input and output variables. Thus,

ANN is a more general and flexible modelling tool for forecasting.

ANN Modelling

Input into a node is a weighted sum of outputs from nodes connected to it. Thus

net input into a node is

Netinput i =  ( w i j * output j )   +    ui

where w i j are weights connecting neuron j to neuron i, output j is output from unit j

and ui is a threshold for neuron i. Threshold term is baseline input to a node in

absence of any other inputs. If a weight w i j is negative, it is termed inhibitory

because it decreases net input,  otherwise it is called excitatory.

Each unit takes its net input and applies an activation function to it. For

example, output of j th unit, also called activation value of the unit, is g( w j i x i),

where g(.) is activation function and  x i is output of i th unit connected to unit j. A
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number of nonlinear functions have been used in the literature as activation

functions. However,  most common choice is sigmoid functions, such as

g(netinput)   =   1 / [ 1 + exp ( - netinput ) ]

or
g(netinput)    =    tanh (netinput)

With no hidden units, an ANN can classify only linearly separable problems

(ones for which possible output values can be separated by global hyperplanes).

These are called perceptrons, and this negative result led people to assume that

nonlinear ANNs are not useful for general tasks. However, it has since been shown

that with one hidden layer, an ANN can describe any continuous function (if there

are enough hidden units), and that with two hidden layers, it can describe any

function.

The weights in an ANN, similar to coefficients in a regression model, are

adjusted to solve the problem presented to ANN. Learning or training is term used to

describe process of finding values of these weights. Two types of learning with ANN

are supervised and unsupervised learning. Supervised learning occurs when there is

a known target value associated with each input in training set. Output of ANN is

compared with target value, and this difference is used to train ANN (alter the

weights). Unsupervised learning is needed when training data lack target output

values corresponding to input patterns. ANN must learn to group or cluster input

patterns based on some common features, similar to factor analysis and principal

component analysis.

ANNs discussed so far are constructed with layers of units, and thus are

termed multilayered ANNs.  A layer of units in such an ANN is composed of units

that perform similar tasks. A feed-forward ANN is one where units in one layer are

connected only to units in the next layer, and not to units in a preceding layer or

units in the same layer. ANNs where the units are connected to other units in the

same layer, to units in the preceding layer, or even to themselves are termed
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recurrent ANNs.  Feed-forward ANNs can be viewed as a special case of recurrent

ANNs.

First layer of a multilayer ANN consists of input units, denoted by xi. These units

are known as independent variables in statistical literature. Last layer contains

output units, denoted by yk. In statistical nomenclature, these units are known as

dependent or response variables. All other units in the model are called hidden units,

hj, and constitute hidden layers. Feedforward ANN can have any number of hidden

layers with a variable number of hidden units per layer. When counting layers, it is

common practice not to count input layer because it does not perform any

computation, but simply passes data onto next layer. So an ANN with an input layer,

one hidden layer, and an output layer is termed a two-layer ANN.

Back-Propagation algorithm

The back propagation algorithm (BA) is a method to find weights for a

multilayered feedforward ANN. Its development has resulted in making this type of

ANN as a powerful modelling tool. Given a set of input patterns (observations) with

associated known outputs (responses), objective of BA is to train ANN, using

supervised learning, so as to estimate functional relationship between inputs and

outputs. In order to optimize weights, objective function to be minimized is generally

taken as sum of squared errors defined as

E  =  0.5   ( ypk - Ypk )2

where subscript p refers to  patterns (observations) with a total of n patterns,

subscript k to output unit with a total of O output units, y  and Y are respectively

observed and estimated responses.

As input units simply pass information to hidden units, input into j th hidden

unit, by eq. (3), is
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h p j =  w j i x p i

Here N is total number of input nodes, w j i is weight from input unit i to hidden unit

j, and  x p i is value of i th input for pattern p. The j th unit applies an activation

function to its net input and outputs :

v p j =   g( h p j )   =    1/ {  1 + exp( - hpj ) }
assuming g(.) is sigmoid function given by eq.(2). Similarly, output unit k receives a

net input of

f p k =  W k j v p j

Here M is the number of hidden units, and W k j represents weight from hidden unit j

to output k. The unit then outputs quantity

Y p k =     g (  f p k )      = 1/ {  1 + exp( - fp k ) }

Eqs. (5) to (8) demonstrate that objective function given by eq. (4) is a function of

unknown weights  w j i and   W k j. So we evaluate partial derivative of objective

function with respect to weights, and then move weights in a direction down the

slope, continuing until error function no longer decreases. Mathematically, this can

be expressed as

 W k j = -   E /  W k j

The  term is known as learning rate and simply scales step size. Substituting eqs.

(5) to (8) in eq. (4) and expanding eq.(9) using chain rule, we get

 Y p k /  f p k =    g’ (  f p k )   =    Y p k (1 - Y p k )

and
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 f p k /  W k j = v p j

Substituting these results back in eq.(9), change in weights from hidden units to

output units is given by

 W k j = -  [ (- 1) (ypk - Y p k ) ]  Y p k (1 - Y p k ) v p j

Weights are updated as

W k j (t +1) = W k j ( t ) +  W k j

Similarly, calculations for weights from inputs to hidden units can be carried out

as given in Warner and Misra (1996). Finally, the algorithms adopted from Hertz et

al. (1991) are as follows:

(i) Initialize the weights to small random values. This puts the output of each unit

around 0.5.

(ii) Choose a pattern p and propagate it forward. This yields values for vpj and   Y

p k,   the outputs from the hidden layer and output layer.

(iii) Compute the output errors:  p k =   (ypk - Y p k )   g’ (  f p k )

(iv)      Compute the hidden layer errors:  p j =   p k W k j v p j ( 1 - v p j )

(v)       To update the weights, compute

W k j =   p k v p j and  w j i =   p j i p i

(vi) Repeat the steps for each pattern.

Above algorithms can be implemented in a computer program. SAS

Enterprise Miner can be utilized for developing models based on ANN.

ANN Illustration

Artificial Neural Network (ANN) modelling methodology is utilized for modelling time-

series data and further forecasting. Based on the data for the period 1950-51 to 2008-

09, several ANN models were developed using ANN models by making use of 70% of
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the data for training the model, 20% for testing and remaining 10% of data is utilised for

validating the model. Forecasting was carried out by making use of the most efficient

model.  Based on the model, forecasting rice production was carried out.  Rice

production for 2009-10 would be 82.19 million tons.  This would be lesser by 16.9%

compared to rice production during 2008–09.  This pre-harvest forecasting of rice

production was worked out based on ANN model by making use of rainfall data of June

and July months for the above period. Using zone-wise AICRIP multilocational trial data,

clustering of various zones were carried out using ANN models for clustering and

classification. Here, the target variable was estimated using classification function

analysis (discriminant function). The classification functions are used to determine to

which group each case most likely belongs. Classification scores were also worked for

grouping. Statistical models using ANN modellling procedure for forecasting yield in the

presence of pest incidence is also being worked out with the help of available data. Pal

et al. (2002) have proposed an ANN based forecasting model for maximum and

minimum temperatures for ground level at Dum Dum station, Kolkata. It was assumed

that last two days’ information is able to forecast both maximum and minimum

temperatures. However, there is an effect on temperature variation by several other

factors, like pollution. Standard statistical models are not able to forecast for such a

situation. ANN methodology is capable of handling this problem. Daily data on several

variables, such as Mean sea level pressure, Vapour pressure, Relative humidity,

Maximum temperature, Minimum temperature, Rainfall, Direct radiation, and Diffuse

radiation for the period 1989-95 was considered. A total of 2285 records were used for

training the ANN and remaining 270 records for testing it. In case of training data, first

25 fields of a record acted as an input data set for input nodes of ANN and remaining 2

fields of the record acted as target data set for output nodes in output layer of ANN.

After a good deal of effort, it was found that two-layer feedforward ANN with one

hidden layer having 20 nodes and trained with back propagation algorithm is quite

appropriate as the average error is less than 2oC for about 80% of test and training

cases.
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Concluding Remarks

The general modeling procedures for Time Series and ANN modeling and

subsequent forecasting is discussed in this write-up.  Many other concepts like

stationarity conditions, multivariate Time series modelling, cross correlation function etc.

and methods like regression with ARMA errors, ARIMA modeling with independent

variables, transfer function analysis, intervention analysis, state space modeling,

Structural  Time Series Modelling and other relevant concepts have immense in

agriculture and fisheries.  Real life data on fisheries can be utilized for development of

models and further forecasting can be explored by making use of Time Series family of

modeling.
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